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Abstract

So you want to build a data warehouse.  What are all the Oracle pieces of a data warehouse environment and how do they work together?  As with any large LEGO project, a data warehouse must be built on an architected infrastructure a.k.a. the big green thingy.  This presentation will explore our organization’s approach to building the Oracle infrastructure to support our data warehouse environment.   The various repositories that are needed, the specific Oracle tools used in developing and managing each process and step, what activities are managed by specific tool processes, software version compatibility issues, and interoperability issues will be covered in this presentation.

Introduction

Just like most organizations, the Denver Public Schools has no shortage of data.  Our data is distributed throughout the organization in both structured and unstructured formats.  The data is inconsistent and fragmented across multiple platforms, operating systems, applications and databases (relational and non-relational).  As a result, it is often difficult, sometimes impossible, to produce integrated reports in a timely manner without a lot of manual effort.

Our organization already has some form of business intelligence solution in place. Standard query and reporting toolsets have been a focused activity for several years now. However, these solutions are often department level, school-specific (we have over 140 schools), and overall, disjointed. The business challenge of overcoming these so-called data islands is well known and documented. We lacked a planned data architecture.  

In order to begin to solve this type of problem, DPS has embarked on the creation of an Enterprise Data Warehouse.  We see the importance of getting our hands around this plethora of data in some coherent manner.

Oracle and the Corporate Information Factory

The Corporate Information Factory (CIF) is a conceptual architecture defined by Bill Inmon and Claudia Imhoff a few years back. It encompasses the whole of data warehousing from source data to ETL to staging areas and data marts. We chose to use that as the underlying model for our enterprise data warehouse project. We decided to call it the District Information Factory (see figure 1).

So, conceptually this is what we want to build.  On the left side of the figure, you have the source systems and on the right side you have business intelligence users making well-informed decisions.  And in the middle all of this the magic happens. This includes data modeling, normalization, ETL processes, cleansing, staging areas, more ETL processes, operational data stores, metadata, more ETL processes, change data capture, data marts, star schemas, and then even more ETL processes (we should be doing a presentation on the “Attack of the Killer ETL Processes”).  Conceptually, that is the model. Now technically we had to figure out what databases and tools we needed and how they fit into this model to provide our goal of an integrated CIF architecture. Our goal for the initial pilot is to build a completely Oracle-based, integrated business intelligence platform to serve up data from a Student Profile Operational Data Store (ODS). The rest of this paper will describe what we have so far.
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Figure 1 - District Information Factory
Hardware Architecture

We have chosen to implement a 3-tiered architecture (see figure 2).  The three tiers are:

· End User Layer (tier 1) - The end user layer consists of the desktop workstations

· Middle Tier (tier 2) - The middle tier consists of the application server and web services

· Database Layer (tier 3) - The database layer consists of the relational databases where the District data is stored
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Figure 2 – Data Warehouse Hardware Architecture
Workstations

To start, we of course need workstations for the team. For developers we needed lots of memory (>512MB) and a fast processor (we are using Oracle tools after all).

At this time we are not sure if we will ever have true power users or not.  If we do, they will need pretty much the same configuration as our developers.

End Users are easier. Most of the end users will be running a browser based business intelligence tool, hopefully in a portal environment, so all they really need is a browser capable desktop running a supported browser version. And, by the way, our solution has to work on Macintosh desktops, not just PCs.

Web Server and Application Services

For the pilot, the hardware at the middle tier is one Dell Poweredge 2500, with two GB of memory and two eighteen GB mirrored hard drives.  This server is configured as the 9iAS server.  We also have one Dell Workstation configured as a development/test 9iAS server.  The operating system on these servers is Windows 2000 Advanced Server with SP3.  

Database Servers

The District currently uses HP9000-N class, 64-bit servers for most of its enterprise systems.  The Enterprise Data Warehouse Team was able to obtain the use of processors and space on hardware currently in place. All but one of the data warehouse databases are on HP N-class machines. A 9i database resides on the Dell servers where 9iAS is installed.  Having the data warehouse processes compete for resources with the OLTP users is not ideal for a production system, as we do not want to degrade the performance of our major OLTP source systems. Once the pilot is deployed and the District Administration sees the ODS/Data Warehouse as a successful tool to improve student and staff performance and our funding source is secure, we have identified server hardware that would be used for the District’s data warehousing processes. 

The operating system of these servers is HP-UX 11.0. There are specific OS patch levels and kernel parameter changes required for installing a 9i database. See Table 1 for the required OS patches and Table 2 for kernel parameters that must be verified or modified.

	Dec. 2002 Quality Software Patch
	Additional OS Patches

	PHKL_24268
	PHCO_26960

	PHKL_24729
	PHCO_27608

	PHSS_24303
	PHKL_27813

	PHSS_24627
	PHNE_26387

	PHCO_22686
	PHKL_27759

	 
	PHNE_26771

	 
	PHSS_26138

	
	PHSS_26557


Table 1 – HP-UX 11.0 OS Patches
	Kernal Parameter
	Value

	BUFPAGES
	0

	DBC_MIN_PCT
	10

	KSI_ALLOC_MAX
	32768

	MAX_THREAD_PROC
	256

	MAXDSIZ
	1,073,741,824

	MAXSIZ
	134,217,728

	MAXSIZ_64BIT
	1,073,741,824

	MAXSWAPCHUNCKS
	16384

	MSGMNI
	4096

	MSGSEG
	32757

	NCALLOUT
	4112

	NCSIZE
	35840

	NFILE
	63448

	NFLOCKS
	4096

	NINODE
	34816

	NKTHREAD
	7184

	NPROC
	4096

	SEMMAP
	4098

	SEMMNI
	4096

	SEMMNS
	8192

	SEMMNU
	4092


Table 2 – HP-UX 11.0 Kernel Parameters
Storage Servers

The District currently uses the EMC Symmetrics 8430 Array for its storage solution for most mission-critical data (see figure 2). For the pilot, we will be able to squeeze out enough space to get up and running.  Again, once the pilot is successfully deployed and the funding source is secure, we will be adding to that storage farm for the production data warehouse and all the related architectural components (repositories, staging area, operational data store, data warehouse and data marts).  Our current estimate is that we will need about 500 GB of storage for a production data warehouse.  

Software Architecture

Even having an Oracle end-to-end solution for our data warehouse environment has not guaranteed product interoperability.  Oracle publishes new releases and patches to its data warehousing suite frequently and sometimes new versions of one product don’t play well with earlier versions of a different product. Listed in Table 3 are the Oracle Tools we are using and the versions that we have determined work together (as of this writing).  Some of this software is being patched frequently.  Some patches may require a client upgrade, a repository or a database upgrade, or a combination of all three. Since many of the tools we are using (9iAS, Warehouse Builder, Designer etc.) are fairly new, and quite complex, Oracle is patching them constantly. Trying to keep up is tough. Trying to keep the compatible versions in sync is even tougher.  

	Tool Name
	Client Version
	Repository Version
	Database Version
	Server Type

	Designer
	9.0.2.3
	9.0.2.90.10
	8.1.7.4
	HP9000

	Warehouse Builder
	9.0.3.35.3
	9.0.3.0.1
	8.1.7.4
	HP9000

	Reports
	9.0.2.0.1
	n/a
	n/a
	Dell PE2500

	Discoverer
	9.0.2.53.0
	9.0.2.53.06
	8.1.7.4/9.2.0.1
	Dell PE2500

	Enterprise Manager
	n/a
	*
	9.0.2.2
	Dell PE2500

	Portal
	n/a
	*
	9.0.2.2
	Dell PE2500

	SSO
	n/a
	*
	9.0.2.2
	Dell PE2500

	OID
	n/a
	*
	9.0.2.2
	Dell PE2500


Table 3 – Oracle Tool Versions
*  These are parts of the 9iAS version 2 release.  

So, with all this software, how is it being used? Following is a discussion of what tools we use in the various phases of the development process.

Design Phase

Oracle Designer is the tool used for the creation and management of the data models. We diagram both logical and physical models for the ODS and the staging areas, then generate the DDL to build the database schemas. In the future we will also use Designer to model the enterprise data warehouse objects and any data marts we may need.   Oracle Designer requires its own repository.

For design and generation of the transformation routines, we use Oracle Warehouse Builder (OWB). This tool has a very nice visual tool for diagramming inputs, outputs, joins, and conversions needed to move the data from source to staging area to target schemas (i.e., the ODS). Once diagrammed, all the required PL/SQL code can then be generated and deployed.  Oracle Warehouse Builder also requires its own repository.

Development Phase

This phase requires the use of most of the tools found in Oracle iDS 9i (internet development suite).  The development phase included the following tasks:

· Creating the databases (using OEM or SQL*Plus), 

· Deploying the data models using Oracle Designer to generate the DDL for the staging area and the ODS,

· Deploying and testing the transformations (from OWB) including source-to-staging, staging-to-ODS, ODS-to-EDW (future implementation), EDW-to-data marts (future implementation), 

· Installing and configuring 9iAS and the reports server, 

· Creating the access portal using Oracle Portal,

· Creating static reports using Oracle Reports,

· Creating the various portlet providers in Portal and then deploying them on the District portal page, 

· Creating the Business Areas in the Discoverer repository,

· Creating the dynamic business intelligence interface using Discoverer workbooks, 

· Creating the public connections for Discoverer using Web Enterprise Manager, 

· Developing additional PL/SQL scripts for automating and tracking the data loads

Deployment Phase

In order to give the users an easy to use interface for accessing the data in the ODS, we chose to deploy via an enterprise portal (a.k.a. “virtual desktop”). To do this, as indicated above, we used Oracle 9iAS release 2 with Oracle Portal, Discoverer viewer, and Oracle Report Server. In this environment, the various business intelligence tools (i.e., Discoverer and Reports), are actually deployed via portlets. Oracle Portal has native integration to deploy a Discoverer worksheet as a refreshable portlet and additionally can deploy a Discoverer workbook portlet (see figure 3). The workbook portlet provides a list of accessible workbooks that can be launched and run in Discoverer viewer.
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Figure 3 - Discoverer Worksheet and Workbook Portlets

Oracle Reports can also be deployed via Portal as a portlet. This provides a consistent interface for the users to launch a report complete with input parameters and list of values (LOVs). This feature even allows the user to schedule a report to refresh on a regular basis and then publish automatically to the portal.

The repository for all of this is the 9iAS Metadata Repository (i.e., the infrastructure database), which contains the Oracle Portal schema. That schema holds all the configuration information for the portal, including configuration information about the Discoverer and Reports portlets.

Management Software

As with any Oracle implementation, there is of course management of the database that needs to be done. User accounts need to be created, tablespaces need to be managed and allocated, etc. For that we are using Oracle Enterprise Manager, which needs its own repository. Some of the challenges here included getting the right client software versions installed to support the right OEM repository.

On the data warehouse ETL side, we want to automate the running of all the PL/SQL transformation routines (we have over 3,000). Warehouse Builder has features to deploy the mappings using Oracle Workflow. At this time, Workflow is not currently in use but will be used in the future.  Our shop is new to the Workflow software tool and has to learn how to set it up and use it correctly. Currently we are relying on UNIX cron jobs and Oracle DBMS_JOBS routines in the database to complete the automation.

In addition to these items, we also have to manage access to Oracle Portal and Oracle Discoverer. With Release 2 of 9iAS, this is done using a new web version of OEM for 9iAS and a tool called Oracle Internet Directory (OID). OID is used to create and maintain Oracle Portal user accounts. 

Web-OEM is required to create PUBLIC user connections to Oracle Discoverer EULs. Discoverer viewer also has a way to create user connections, but we discovered that connections created that way could not be seen when trying to configure a Discoverer portlet. The only way to see a Discoverer connection inside of Oracle Portal was to create the connection using Web-OEM.

Repositories

With all these Oracle tools, there were quite a few repositories to build too. Each of these contains a portion of the overall meta data for the EDW.  The repositories include: 

· Oracle Designer

· Oracle Warehouse Builder

· Oracle Discoverer

· Oracle Portal

· Oracle Enterprise Manager

Depending on team size, number of users per tool, etc., you may want to install each of these into a separate Oracle database on a separate server for ideal performance. Reality being what it is (i.e., limited funding), we were not able to do that. Instead we built one main database for our repositories. In it we put Designer, Warehouse Builder, and OEM (see figure 4). 
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Figure 4 – Repository Schema Locations
For performance reasons, we built the Discoverer repository (a.k.a. Discoverer EUL) directly in the ODS database. If the EUL were to be built in another database, then we would need a database link between the two to allow Discoverer to see and pull the data from the ODS. While this limits the scope of the EUL to the data in the ODS, and means we potentially need an EUL for every Oracle SID, it eliminates the need to pull data through a database link. Which we hope will help overall performance.

As mentioned in the previous section, the Oracle Portal repository is part of the 9iAS infrastructure database, so it is actually located on the Windows 2000 server along with the rest of 9iAS including the web-based OEM.

Installation and Configurations Notes

Workstation – For developer’s machines, the more memory the better.  Be sure to watch out for the different Oracle homes when doing your installs and patches.

9iAS – When installing the 9iAS software on the same server, you are required to do the install 3 times (you are not required to host all 9iAS components on the same server). If you are installing all of these on the same machine, the order in which you install is first Infrastructure, second Applications, and third Tools (optional, if you are going to use the Portal Development Kit – PDK).  During the Infrastructure installation, a 9.0.2.2 database is created. During each installation a series of services will be started automatically for you.  During the installation in the Applications portion, the Reports service will fail when attempted for the first time.  As of the writing of this document, the Report service does not configure properly. Also as of this writing, there is no published documentation on how to completely install all 9iAS components on a single server.

Database – Remember to always use caution and plan carefully when installing a new version of the database.  When you install the 9i database and you are installing the new version under the same operating system user-id as you 8i databases, you must have all other databases stopped before the install will be successful.  This is due to the shared java components.  We have chosen to create a new operating system user-id for our 9i databases and install the new version under that id. 

The Big Green Thingy
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Figure 5 – The Big Green Thingy Components
So here is the magic as we understand it today.  This diagram (figure 5) identifies the components required during the design, development and deployment of the Data Warehouse project. This diagram tries to show the dependencies and interdependencies with each software product.  So to begin to understand this diagram, let’s start on the left-hand side.  We use a Designer client running on a PC to create the data models, which are stored in the Designer Repository and then deployed in the Operational Data Store (ODS).  The Designer client must have SQL*Net connectivity to both the Designer repository and to the ODS.  

Next we move over to the right to the development phase.  As you can see this layer is a bit more complicated.  Starting at the bottom again, we have a Warehouse Builder repository as the foundation for all of the transformations and this is where the source and target schemas are identified. There are PL/SQL packages that are the data transformations that reside and take action on tables in both the staging areas and the target warehouse areas.  Additionally, we have the Discoverer repository located here, which is accessed by the Discoverer Administration client software, and contains some of the ODS metadata.  Additionally, the metadata for the staging area and the ODS is accessed by the Warehouse Builder client software running on a PC (to build the ETL routines). 

And the final phase, which is undoubtedly the most complicated, is the deployment phase.  If only the users knew what the complexity of the architectural components were when they enter the URL and login to the Portal.  I can keep wishing can’t I?  With a fully deployed version of 9iAS, you get Oracle Portal, which is dependant on the Single Sign On (SSO) component, which is dependant on Oracle’s Internet Directory (OID).  The OID service must be started and it uses the OID repository inside the iAS Metadata Repository.  Once OID is started, then the SSO service can be started.  SSO authenticates through OID to gain access to its own (SSO) repository.  Once this is complete the portal services can be started.  Once the portal services have started, individual portlet services can be used.  These portlets in turn access the ODS data through either the Discoverer repository or directly through the ODS schema (e.g., when using Oracle Reports). In addition, there is an OWB runtime repository in both the staging area and the ODS schema. The OWB runtime is required to actually deploy and execute the ETL procedures required to load the ODS. The user’s workstation uses HTML to access the portal.

Conclusion

So bottom line – this was a lot of work, research, trial and error just to get the foundation of our architecture (i.e., The Big Green Thingy) up and running. Now that it is in place, we can forge ahead knowing we have built a solid, long-term architecture for developing our District Information Factory. Hopefully, some of this information will make your lives easier and a bit less stressful.
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